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Abstract

Industries have often said one thing while knowing the opposite. The previous paper showed
this “gap between knowing and saying” in six industrial sectors, and it left three questions
open. Did companies intend to deceive? Did what they said change what people believed? And
when the facts came out, what changed? This paper maps the existing evidence for each
question. The evidence comes from a repeatable search of one database (175 queries, 34,709
works) and from reading the key sources. The result is uneven. On intent, we have documents
and rulings, but a plea proves intent to deceive only for Purdue, and only for the company, in
its dealings with physicians and one regulator. On effect, few studies separate an industry
message from the product itself. Those that do test belief and risk perception in short
experiments, not behaviour. After disclosure, we can see consequences for the company. We
cannot see consequences for the public, at least not in a design that isolates the effect of
disclosure itself. For ignorance studies, this means that the “maker” half of ignorance-making
i1s documented, while the “receiver” half is almost unmeasured. This absence of evidence
belongs to our search. It does not prove an absence of effect.

Keywords: ignorance studies, agnotology, industrial ignorance-making, intent, effect on the
audience, after disclosure, evidence map

1. Where the questions come from

This is the third paper in a series. The series began with a study of the place of agnotology in
ignorance studies (Saadat, 2026a) and continued with the previous paper (Saadat, 2026b). The
previous paper examined six industrial sectors: opioids, social media, chemicals, food and
drink, alcohol and talc. Its criterion for including a case was simple: the company knew one
thing and said another. In many cases, documents proved such a gap. Research on “industrial
doubt-making” has done the same, from Proctor and Michaels to Oreskes and Conway. It has



read industry behaviour from documents and statements (Proctor, 2008; Michaels, 2008;
Oreskes & Conway, 2010).

But proving a gap does not answer three questions. The previous paper saw this and left them
open. The first is intent. From the fact that a company knew one thing and said another, we
cannot conclude that it wanted to deceive. The cause may be an error, a genuine scientific
dispute, or knowledge scattered across the organisation. The second is effect. Did the industry’s
statement reach people and change what they believed? The third is what happens after
disclosure. Once the affair came out, what changed, both in the company and in the public?

2. Why these questions matter

For law and regulation, it matters whether a company merely stayed silent or intended to
deceive. It also matters whether the deception affected the public. For ignorance studies, the
issue goes deeper. Agnotology, in Proctor’s phrase, is the study of the cultural production of
ignorance. Producing ignorance has two ends: the person who makes it and the person who
becomes ignorant. If we measure only the first end, we have shown industry behaviour, not
ignorance. The industry may have worked hard while the public did not move. Or the public
may have moved a great deal. Industry documents cannot tell us which. This paper asks how
far the word “ignorance-making” rests on evidence.

3. How we looked for answers

Our work is an evidence map, not an estimate of effects. For each sector and each of the three
questions, we ask what evidence exists and what it can show. We found the evidence through
a repeatable search of the OpenAlex database (175 queries, 34,709 works), and we read the
key sources ourselves. To grade the evidence, we built three ladders, one for each question.
The intent ladder runs from “claim only” (Level 0) to “intent to deceive, shown by a plea or
ruling” (Level 3). The effect ladder runs from “no evidence found” (E0) to “an experiment that
tests the effect of a specific industry message on audience belief” (E4). The after-disclosure
ladder runs from “an event only” (D0) to “the effect of disclosure itself, isolated with a suitable
design” (D3). The ladders show how close each piece of evidence is to its question.

We also had a hypothesis, and we exposed it to refutation. We report the outcome in section
4.4.

A warning before the findings. One person did the grading. The search used English and one
database. In a test on known sources that did not shape the search, we recovered only 8 of 15.
So in this paper, “we found no evidence” never means “there is no effect”. The Appendix gives
the methods, the scales and all the limitations.

4. What we found
4.1 Intent

The evidence on intent is the richest, because litigation and disclosure have put documents on
the table. But the highest documented level depends on whose intent we ask about, and towards
which audience. Purdue is the clearest case. In 2007 the company pleaded guilty to misbranding



OxyContin “with intent to defraud or mislead”. Three senior executives pleaded guilty only to
a lesser offence, and the court’s ruling says they were not charged with personal intent to
deceive. In 2020 the company pleaded guilty to deceiving a regulatory agency, which says
nothing about patients. The company’s intent is documented. The intent of individuals, and any
intent to deceive patients, is not.

ExxonMobil shows that the answer changes with the audience. An analysis of 187 texts found
that about 80% of its internal documents and 83% of its peer-reviewed articles treated climate
change as real and human-caused. Only about 12% of its newspaper advertorials said so, and
about 81% expressed doubt (Supran & Oreskes, 2017). In 2019 a New York court found that
the prosecutor had not proved that Exxon misled investors. That ruling concerned investors,
not the public. The two findings do not contradict each other, because the audience and the
standard differ.

Across the six sectors, only Purdue has Level 3 documented by a final plea. The dominant
pattern is Level 1 to 2: the industry knew or concealed, but no source says it “wanted to deceive
the public”. We should not read this as an absence of intent, because our evidence comes from
places where litigation or disclosure exposed the documents.

4.2 Effect

Most of the evidence on effect concerns the effect of the product and its marketing, not of what
the industry said. In opioids, the best design compares states that had triplicate prescription
programmes with other states. After the launch, OxyContin distribution in the triplicate states
was about 50% lower, and overdose deaths rose more slowly (Alpert et al., 2022). The design
is strong, but it measures the effect of “supply plus marketing”. It cannot separate misleading
content from the availability of the drug. The same holds in social media. Two strong designs
(Braghieri et al., 2022; Allcott et al., 2020) isolated the effect of the product itself, not the effect
of what the company said about it.

Evidence that tests an industry message directly on public belief is scarce, and it exists in only
a few sectors. In tobacco we found four randomised studies that used the industry’s own
message or marketing. In climate we found two. For alcohol and sugar-sweetened drinks we
found one study (Maani et al., 2022), which showed people genuine industry excerpts; the same
study is also counted for tobacco and climate. In opioids, talc, chemicals and social media we
found no such study. Three points belong beside this. These experiments are short and online,
and they measure belief and risk perception, not behaviour. The tobacco count is a lower bound,
because our screen found only two of the six known studies in this field. And a zero for opioids
or talc has two possible meanings: there may be no effect, or nobody may have built the
experiment. The present evidence cannot tell these apart.

One experimental finding matters more than the counts: the effect is not uniform. In an
experiment on climate, a misleading message shifted average belief only slightly and unstably,
but it polarised the audience. Strong supporters of the free market fell on all four measures, and
weak supporters tended to rise (Cook et al., 2017). The message in that experiment came from
a non-industry website, so we do not count it as the effect of an industry message. Still, it shows
that any single estimate of “the effect on the public” misleads. Maani et al. (2022) also found
the effect stronger among people with little knowledge and weaker among people with much
knowledge.



4.3 After disclosure

After disclosure, corporate events are plentiful: pleas, settlements, rulings and market exits. In
2018 Purdue stopped promoting opioids to physicians. Bayer announced that it would end sales
of Roundup for lawns and gardens in the United States. Johnson & Johnson stopped selling
talc-based baby powder. These are events, not effects, and each may come from litigation or
financial considerations. Leaving a product with a small share is cheap for a company: talc
made US$420 million of Johnson & Johnson’s US$76.5 billion revenue. We do not read “exit”
as acceptance.

Outcomes for the public are mostly single time points, or mixed with other events. After the
publication of the Facebook documents in 2021, the company’s daily users fell slightly for the
first time in its history, but executives blamed competition and pressure on advertising sales
(Hayes, 2022). A study of victims of the Cambridge Analytica data breach (a breach of data,
not a disclosure of deceptive conduct) found that victims at first reacted more strongly. The
effects were small, and after six months the differences disappeared (Schlackl et al., 2025).
After Kentucky’s settlement with Purdue, competitors’ spending on promotion to the same
physicians rose (Tan & West, 2023). So the settlement of one company did not reduce
promotion in the market. In none of these cases did we find a design that separates the effect
of disclosure itself from simultaneous events (D3).

The most natural experiment is in tobacco. The 2006 US court ruling required cigarette
companies to run corrective statements, which were displayed from 1 July 2023: a mandated
exposure with a fixed date. In our search, no study measured the effect of that event on public
belief. Some experiments tested corrective messages themselves. In one, smokers’ knowledge
and beliefs improved but returned to baseline within a week (Smith et al., 2011). That is a test
of a message, not of a disclosure event.

4.4 The fate of the hypothesis

The hypothesis had three claims. The first said that, apart from climate, in no sector where
company conduct is documented at Level 2 or above are there more than two studies of industry
messages. We rejected it, because tobacco has four. We also tested a rewritten form:
experiments exist where the message is public and repeatable, and do not exist where the
message is private and one-to-one. We tested it with a pre-registered rule, and it failed too,
because climate had two studies. But this second failure is sensitive to the imperfect recall of
our search. The other two claims are consistent with our evidence, and we have not tested them.
The heterogeneity claim says that the effect of an industry message on the audience is not
uniform and depends on prior commitment. The after-disclosure claim says that a corporate
consequence of disclosure is visible, but an audience consequence, in a causal design, is not.
A finding could falsify each one. Experiments showing a uniform effect would falsify the
heterogeneity claim. Outcome research on tobacco’s corrective statements showing a clear
effect on the audience would falsify the after-disclosure claim.

5. What these findings mean for ignorance studies

First, ignorance-making has two halves, and the second half is almost unmeasured. On what
companies knew, said and concealed, we have many documents. On what people came to
believe because of it, we have short experiments in a few sectors. On the present evidence,



then, saying that an industry “made ignorance” is a claim about industry behaviour with an
unmeasured effect. We suggest that the field write two things separately: the attempt to make
ignorance, and the ignorance that was made.

Second, intent, behaviour and effect are three different things. If we tie ignorance-making to
intent, only one case among our six sectors passes the test, through a plea. If we tie it to effect,
the evidence is scarce. The field may need to keep the three apart in its definitions and its
claims, and to support each claim with evidence suited to it.

Third, ignorance is not uniform. In at least two experiments, the effect of a message depended
on the audience’s prior commitment and knowledge. So the question “whose ignorance?”
belongs inside the question of ignorance-making, and an average across the whole population
may hide what happens in subgroups.

Fourth, the unmaking of ignorance. The book in which Proctor introduced the term is titled 7he
Making and Unmaking of Ignorance (Proctor, 2008). Disclosure is one form of unmaking. As
far as we found, unmaking is visible on the company’s side (pleas, settlements, exits) and not
on the public’s side. So repair, like the making of ignorance, is unmeasured on the audience
side.

6. Questions that now lie before us

1. A belief tracker for every sector. Climate has had one since 2008 (Leiserowitz et al., 2025),
and the other sectors have none. Annual questions about belief in specific industry claims
would close the gap.

2. An evaluation of tobacco’s corrective statements with a comparison group. This is a
mandated exposure with a fixed date, and the most natural experiment for the effect of
disclosure on belief.

3. Event studies around disclosure. We found none for 2007 and 2019 to 2020 (opioids), 2021
(social media) or 2006 (tobacco).

4. Separating content from supply. A design that separates misleading advertising from the
availability of the drug would help, for example a legal change in a label while supply stays
the same.

5. More experiments with industry messages on audiences that differ in prior commitment,
outside climate.

6. Is the lack of experiments on private, one-to-one messages, as in opioids and talc, a sign of
no effect or of no research? The answer needs a pre-registered design and a systematic review
with a second coder.

Concluding remarks

The opening question was whether the gap between knowing and saying reaches the public’s
ignorance. Our answer today is this. The corporate end of the chain is documented. In most
sectors, the public end is unmeasured. We do not know whether this gap comes from an absent
effect or from absent research. “We found no evidence” is not the same as “there is no effect”.



Appendix: Methods

This appendix holds the technical detail that was taken out of the main text: the hypothesis and
background (A0); the method, scales and recall test (A1); the detailed evidence for each of the
three questions (A2 to A4); and the test of the hypothesis, the research agenda and the
limitations (AS5). Section numbers begin with “A” so that they cannot be confused with the
sections of the main text.

A0. Hypothesis and background

The previous paper (Saadat, 2026b) examined six industrial sectors using the criterion of the
“gap between knowing and saying”: cases in which a company knew one thing and said
another. The question matters for legal liability and regulation, because the legal and policy
consequences differ according to whether a company merely stayed silent or intended to
deceive, and according to whether the deception affected the public. That paper showed that
the gap is documented in many cases, but it left three things open. First, one cannot move from
a “gap” to “intent”, and that paper itself slipped from “knowing” to “wanting” in three places:
in the sentence of its introduction saying that the documents show what the industry “did and
wanted”, in its section 2.1, which cites Lunchables as evidence of “the company’s intention”,
and in its section 2.3, which attributes Purdue’s plea to “deceiving physicians and consumers”.
Second, what people believed and did. Third, what happened after disclosure.

As far as we have read, research on “industrial doubt-making” can be seen in three strands. The
first reads industry behaviour from documents and statements: from Proctor (Proctor, 2008,
2011), Michaels (Michaels, 2008) and Oreskes and Conway (Oreskes & Conway, 2010) to
Goldberg and Vandenberg’s list of 28 strategies (Goldberg & Vandenberg, 2021) and the
analysis of ExxonMobil’s statements (Supran & Oreskes, 2017). The second measures the
audience experimentally; its best-known examples are mostly in climate, such as the effect of
a scientific-consensus message on belief (van der Linden et al., 2015) and the effect of
“inoculation” against doubt-making arguments (Cook et al., 2017), and in tobacco there are
also experiments using industry messages and marketing. The third estimates the effect of
supply and marketing on behaviour and outcomes without measuring belief in the industry’s
message: in opioids (Alpert et al., 2022; Hadland et al., 2019; Tan & West, 2023) and social
media (Allcott et al., 2020; Braghieri et al., 2022).

These three strands have rarely been connected. The first says what the industry did; the second
and third say what happened to the audience or to behaviour; and research that ties the same
documented industry message to the audience’s belief or behaviour is, outside tobacco and
climate, rare. This is our impression from the map in sections A2 to A4 and does not claim to
be a systematic review. This paper adds no new primary research to these strands; it builds a
map of the connections between them and asks where the connection exists and where it does
not.

The paper pursues three questions. First, intent: when the gap is documented, how far can one
conclude that the company wanted to deceive, and whose intent, towards which audience?
Second, effect: is there evidence that an industry statement affected the audience’s belief or
behaviour? Third, after disclosure: once a practice became public, what change is seen, in the



company and in the public? The intent question is descriptive and has no hypothesis; the
hypotheses concern the other two questions.

Our guiding hypothesis originally had three separate claims, each of which a piece of evidence
could falsify. The first claim was asymmetry: apart from climate, in no sector where company
conduct is documented at Level 2 or above are there more than two studies attributing audience
belief or behaviour to an industry message (an experiment testing the effect of a specific
industry message on the audience, labelled E4; section A1.5). This claim was rejected by the
evidence, because tobacco has four studies (section A3.4), and we set it aside. The other two
claims remain.

The heterogeneity claim says that the effect of an industry message on the audience is not
uniform and depends on prior commitment. The evidence for this claim is thin: two
experiments, one of which is not an industry message (section A5.1).

The after-disclosure claim says that a consequence of formal disclosure for the company (a
plea, a ruling, a settlement or market exit) is visible, but a consequence for the audience, in a
design that isolates the effect of disclosure itself (D3), is not found in these sectors; audience
outcomes with weaker designs (DO to D2) do exist. We call the corporate and the audience
consequence the “two sides of one coin”: the industry side is available through disclosure,
courts and fines, while the audience side, with a causal design, is not. These two claims are
hypotheses, not findings; the evidence that would falsify them is given in section AS.1.

The paper is a map and a tool. It does not say whether industry affected the public. It asks what
evidence exists, what that evidence can show, and where it is empty.

Al. Method

This paper is an evidence map, not an estimate of effects. For each sector it asks what evidence
exists on the three questions and what that evidence can show. Section A0 set out the three
questions and a hypothesis that can be tested against the evidence. Each finding in the later
sections is only as credible as the method by which we found and graded the evidence; so,
before turning to the evidence, we say which sectors we examined (Al.1), how we searched
(A1.2), how reliable the search is (A1.3), what we do not report (A1.4), which scales we grade
with (A1.5), and what limits the method has (A1.6).

A1l.1 Sectors

Six sectors come from the previous paper: opioids, social media, chemicals (C8 and
glyphosate), food and drink, alcohol and talc (Saadat, 2026b). Tobacco is the reference,
because the usual lessons of this field come from it. ExxonMobil is included as a comparison
sector, because experiments on audience belief in response to its messages were known to us
and we initially thought the other sectors had nothing of the kind. That assumption was rejected
in section A3.4, but ExxonMobil’s comparative role remains. Supplements were set aside
because in the previous paper no source met the inclusion criterion. Vaccines and positive
thinking appear only in the discussion, as borderline cases, and are not in the tables.

A1.2 Search

We ran the search with a repeatable program in the OpenAlex database. The program version,
search strings, request addresses and counts are recorded in the frozen package on Zenodo



(Saadat, 2026¢; https://doi.org/10.5281/zenodo.23878600). The post hoc screens and the
coding of experiments testing industry messages are given in a separate record (Saadat, 2026d;
https://doi.org/10.5281/zenod0.23882692).

Structure. Each query was built from two groups of terms joined by “AND”, each group
having at most three terms. The first group holds sector terms (for example, the name of a
company or substance) and the second holds terms from one of three loops: intent (internal
documents, concealment, misleading), effect on the audience (public belief, experiment,
natural experiment) and after disclosure (public trust, litigation, corrective statement). In
addition, general queries (for example, “manufactured doubt” with “experiment”) and
audience-centred queries (for example, “climate change” with “randomised trial”’) were added.
The total i1s 175 queries. The search covered titles and abstracts for the years 1990 to 2026,
ranked by citation count, with a ceiling of 1000 works per query. The first run used a ceiling
0f 200, and 49 of the 175 queries (28%) hit it; we therefore discarded that run and ran the search
again with a ceiling of 1000. In the official run, 24 of the 175 queries (14%) still hit the ceiling,
and all of them had more than 1000 results; for these only the 1000 most-cited works were
kept, so recent and little-cited works are lost in those queries. The largest were the general
climate and social media queries (tens of thousands of results).

Technical limitations that shaped the design. The database restricts queries with more than
five logical operators and truncates them without any notice. In a test on 31 October 2026, one
large food query returned 562 results, whereas the five-operator pieces of the same query
returned 1797. All queries were therefore split into pieces of at most five operators, and the
four earlier runs, which had used longer queries, were discarded. Quoted phrases in this
database require an exact match, so morphological variants (for example, “randomized” and
“randomised”) were listed separately. A work without an abstract is found only by title
matching.

Result of the official run. The official run returned 34,709 unique works from 175 queries
(run date: 1 November 2026). The frozen package contains the raw responses, the program
with the key left blank, and a hash list of every file.

A1.3 Recall test

To test whether the search finds known sources, we chose 14 seed sources and separated those
used in designing the queries (7 sources) from a hold-out group (7 sources). 13 of the 14 sources
were in the results (tuning group 7 of 7, hold-out group 6 of 7). The missing source is a short
letter (Leung et al., 2017) that has no abstract, and we did not find it with the structure of our
search.

Two caveats shrink this figure. We wrote the titles of the seed sources from memory, and the
recall of each was checked by title matching in the results. The hold-out group is not clean
either: we had seen two of the sources before tuning the queries, and the term “mislead” was
added after one of the sources (Petticrew et al., 2018) was missed. We therefore read 13 of 14
as the recall of known sources, not as an estimate of the recall of the whole literature.

Second test. After the run, we searched the results of the official run, by DOI and title, for 28
sources that appear in the text of the paper or were checked for it. 13 of these 28 sources are
the seeds of the first test and played a part in tuning the queries; so this test is independent only
for the other 15 sources. Of these 15, 8 were in the results (53%) and 7 were not. The absent



ones were: the study of marketing payments to physicians and subsequent prescribing (Hadland
et al., 2018), the study of the effect of the prescribing guideline (Goldstick et al., 2021), the
fossil-fuel divestment experiment (Schwartz et al., 2024), the study of corporate funding and
polarisation on climate (Farrell, 2016), Benbrook’s (2019) paper on glyphosate, the study of
tobacco documents on ultra-processed food (Schmidt, 2026), and the MACH source. If the
seeds are counted too (12 of the 13 seeds among these 28 were found, because Leung et al.,
2017 was not), the figure becomes 12 + 8 =20 of 28, but we do not treat it as the main report,
because it counts the seeds twice. 53% is much lower than 13 of 14. This gap is consistent with
the queries having been tuned on the seed group, but we do not know its cause. A caveat: we
brought in these 15 sources ourselves, by manual search or from the previous paper; so the
figure shows how much of the author’s known list the protocol captures, not how much of the
literature.

Al.4 What we do not report

We give no figure for how many of the 34,709 works are relevant to our questions. A keyword
screen (scoring based on terms such as “internal documents” and “randomised trial””) brought
only 3 of the 13 seed sources into the top scoring band, and only 2 reached the coding set. At
least part of this low figure arises because the most important studies on the effect side lack
industry vocabulary (for example, the economics paper on opioids in states with triplicate
prescription programmes). We therefore do not treat the screen as a tool for estimating counts.
A second screen, post hoc, was built after seeing the results of the official run so that
experiments on industry messages (E4) could be counted: a search for sector terms and
experimental-design terms in the titles and abstracts of the 34,709 works, with a ceiling of 80
works per sector. We recorded the decision rule for the rewritten form of the first claim (public
message versus private message) before seeing the candidates from the non-tobacco sectors;
we had seen tobacco earlier, and the first claim in its original form had already been rejected
with it (2 November 2026, 09:06 London time; the time the file was recorded in the project).
Coding was at the abstract level and by one coder, and the decisive studies were checked on
the publisher’s page or full text. A work without an abstract is seen in this screen only if its
title matches the terms. The program for the two screens, the list of candidates, the final coding
and the original text of the decision rule are in version 2 of the Zenodo package (Saadat, 2026d).
For every result that appears in the tables we have read the source itself (page, abstract or full
text; each table says which). Items we could not access are marked “not read” in the same table.
The search brings us to the evidence; selection and grading are the coder’s work, and the search
does not replace them.

A1.5 Three scales

One person did the grading. Because there is no second coder, we state the rules explicitly so
that a reader can retest the same grade. Each scale is ordinal and the steps are not equal in size.

Intent (Level 0 to 3). The definition and rules are given in section A2.2. Each row has three
separate columns: unit (company or individual), audience, and highest evidence.

Effect on the audience (E0 to E4).

* EO: no evidence was found in this search.



* El: an internal document that shows the effect the company intended. This is “intended
effect”, not effect; it is never counted as an effect.

» E2: a descriptive measurement of exposure or belief, cross-sectional or correlational,
not attributed to an industry action.

* E3: a quasi-experimental or natural-experiment (or randomised) design on behaviour
or outcome that identifies the effect of an exposure (supply, marketing or the product
itself) but cannot separate the deceptive content from the exposure itself.

* E4: an experiment or design (the unit of counting is the study; a study with several
experiments, such as Maani et al., 2022, is counted once) that attributes to a specific
industry message (what it said or a genuine excerpt of it, or an element of its marketing)
an effect on belief, risk perception, attitude or intention regarding that same message.
Health or anti-industry messages, warnings, corrective statements and non-industry
disinformation do not count. The “strict” count takes only the industry’s message or
excerpt, and the “with marketing” count also includes elements such as packaging and
names.

The separated-object rule. This scale measures the closeness of the evidence to the second
question, the effect of what industry said; it does not measure the statistical power of the design.
We therefore write every E3 and E4 with the object that the design separates: “message”,
“supply and marketing” or “product”. Only E4 with the object “message” answers the second
question. A randomised design on the effect of a product (for example, deactivating Facebook)
receives E3 (product), however strong it is, because what it isolated is not the message.

After disclosure (D0 to D3).

* DO: only an event (plea, ruling, disclosure) and the company’s response, with no
outcome measurement.

* DI: a descriptive outcome at several time points, without comparison.

* D2: an outcome with a comparison or design, but mixed with simultaneous policy
events.

» D3: the effect of a disclosure event, isolated with an appropriate design.

In D, a disclosure event (plea, trial, leaked documents) is separated from a policy event (for
example, a Centers for Disease Control and Prevention guideline), because only the former
answers the third question. A list of confounders is also recorded for each row.

Additional field. “Is the harm contested?” (yes or no). This field exists to prevent a genuine
scientific dispute (for example, glyphosate) from being read as the same thing as established
harm.

A1.6 Validity and limits of the method

» There is one coder and no second coder. The rules above are written so that the grading
can be retested.

*  We chose the seed sources ourselves, and they are not representative of the literature.
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* The search was in English and in one database. A work without an abstract is found
only if its title matches the terms; a work outside this database or not matching these
terms is lost.

*  We built the E and D scales for this paper, and they have not been tested elsewhere.

* Recall of independent known sources was 53% (8 of 15); so “there is no evidence” may
mean “we did not find the evidence”.

With the sectors, search, scales and limitations clear, we come to the first question. Section A2
asks: when the gap between knowing and saying is documented, how far can one move from
it to intent? For each sector it shows the highest level of intent that the evidence allows.

A2. Intent: did the industry want to deceive?

The previous paper (Saadat, 2026b) set the “gap between knowing and saying” as the criterion
for including cases, and gave each piece of evidence two labels, for source and for proof. We
do not repeat them. The question of this section is different: when such a gap is documented,
how far can one move from it to intent to deceive? The gap is necessary for intent to deceive,
but it is not sufficient. A gap can also arise from error, scientific dispute, knowledge dispersed
within an organisation, or silence without any statement.

A2.1 Three questions before grading

Who? The unit of analysis is the company or the individual. Judge Jones’s ruling in the Purdue
Frederick case (2007) separates the two explicitly. The company pleaded guilty to misbranding
OxyContin “with intent to defraud or mislead”. Three senior executives pleaded guilty to a
lesser offence, “solely as responsible corporate officers”, and the ruling states that they were
not charged with personal knowledge of the misleading labelling or with personal intent to
defraud (United States v. Purdue Frederick Co., 2007). The federal prosecutor also told the
Senate that this lesser offence “does not require proof of intent or actual knowledge on the part
of corporate officers” (Brownlee, 2007). So the absence of individual intent in the case is not
a finding of the court; it is a product of the form of the charge. The company’s intent is
documented; the individuals’ intent is not.

Towards whom? A company receives different legal answers in respect of different audiences.
For ExxonMobil, a content analysis of 187 documents showed that about 80% of internal
documents and 83% of peer-reviewed articles took climate change to be real and human-
caused, but only about 12% of the company’s newspaper advertorials said so, while about 81%
expressed doubt (Supran & Oreskes, 2017). In 2019 a New York court found that the prosecutor
had failed to prove, by a preponderance of the evidence, that Exxon had misled a reasonable
investor about the financial risks of climate change (CNBC, 2019); that ruling concerned
investors, not the public. The two findings do not contradict each other, because the audience
and the standard differ. Purdue also pleaded guilty in 2020 to deceiving a regulatory agency
(U.S. Department of Justice, 2020), and that says nothing about patients.

By what standard? A court answers a legal question by a legal standard. That standard is not
the scientific standard of “what the evidence shows”. We read each ruling for exactly as much
as it says.

A2.2 The four-step ladder

11



We grade each case by the highest step that the source itself documents, not by what we infer:

* Level 0: claim only (a case without a ruling, or a public statement contradicting the
science without an internal document).

* Level 1: documented knowledge (an internal document or study showing the risk), with
or without a statement to the contrary.

* Level 2: documented coordinated or concealing conduct (hiding a role or funding, non-
publication, coordinated influence).

* Level 3: documented intent to deceive, through a plea or ruling or a phrase that the
source itself uses about intent.

This scale is ordinal and the steps are not equal in size. Each row has three separate columns:
unit, audience and the grade of the highest evidence. A claim without a ruling stays at Level 0.
A first-instance court ruling is graded but marked “not final”. A secondary source is also
marked as such. One person did the coding.

A2.3 A worked example: Purdue

This is the best-documented case, and it shows how far grading depends on the unit and the
audience. The agreed statement of facts in the 2007 case records that company representatives
told physicians that OxyContin was less addictive, less subject to abuse and diversion, and
produced less tolerance and fewer withdrawal symptoms, while the company’s own research
showed that about 68% of the oxycodone in a 10 mg tablet could be extracted by crushing and
stirring in water (United States v. Purdue Frederick Co., 2007). For the company, and for the
audience that the ruling names (treatment providers), this is Level 3. For the three executives,
Level 3 is not documented, for the reason given in section A2.1. In 2020 Purdue Pharma also
pleaded guilty to conspiracy to defraud the United States and to violate the Food, Drug, and
Cosmetic Act, and to two counts of conspiracy to violate the anti-kickback statute; the audience
deceived was the Drug Enforcement Administration (U.S. Department of Justice, 2020). The
plea contains nothing about deceiving patients or the public. An analysis of internal documents
revealed in the Oklahoma litigation shows that manufacturers relied largely on unbranded
campaigns that were publicly presented as promoting public health and were described inside
the company as “a way to increase sales” of opioids (Yakubi et al., 2022a). This is Level 2.
The authors themselves note that the collection is incomplete and that many items are drafts
that may never have been used. The US$465 million judgment against Johnson & Johnson and
Janssen in the same Oklahoma case was reversed by the state supreme court in November 2021,
because the court did not accept the first court’s reading of the public nuisance statute (OPB,
2021). The reversal concerns the application of the statute and does not change the validity of
the documents.
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A2.4 The six sectors on the ladder

Case

Purdue

Opioid
manufacturers
(Oklahoma
documents)

Meta,
Facebook
documents

Meta, 2026
verdicts

C8 (DuPont,
3M)

Glyphosate
(Monsanto)

Unit

Company
(executives
separately)

Several
companies

Company

Company

Companies

Company

Audience

Physicians; in
2020 the Drug
Enforcement
Administration

Physicians and
the public

Legislators,
researchers,
users

Users, parents

Regulator,
employees,
scientific
community

Journals and
regulator; jury

Highest
documented
level

2t03

1to2

2 for
documents;
verdict:
“malice”, as
quoted from
the
plaintiff’s
lawyer

13

Source and caveat

Pleas of 2007 and 2020; Level 3 is
not documented for the executives
(A2.1)

Incomplete documents, some of
them drafts

Non-publication is documented and
intent to mislead is not; the
company says the research did not
show “toxicity” (Wells et al., 2021)

First-instance and appeal
proceedings under way; in New
Mexico the court’s judgment
upholds 75,000 violations at
US$5,000 each but does not
reproduce the jury form, so
“knowing” relies on the Associated
Press report (New Mexico First
Judicial District Court, 2026); in
Los Angeles, “malice, oppression
or fraud” and a single plaintiff

39 documents from 1961 to 2006;
the authors speak of “manufactured
silence” and do not speak of intent
(Gaber et al., 2023); the 2005
settlement with the Environmental
Protection Agency is not a finding
of fault

The leaked emails (Krimsky &
Gillam, 2018) were read at abstract
level only. In July 2020 the
California Court of Appeal upheld
the verdict and reduced damages to
US$20.5 million; according to a
news report the reason was
causation, not intent (Claims
Journal, 2020)



Case

Coca-Cola and
the Global
Energy
Balance
Network

Lunchables
(Kraft, Philip
Morris)

Alcohol,
websites

Alcohol,
MACH

Talc (Johnson
& Johnson)

Exxon
(comparison)

Tobacco
(reference)

organisations

Officials of a

companies)

Companies

Audience

Public

Not applicable

Public

Research
foundation

Food and Drug
Administration,
public

Public;
investors

Public

Patterns, as description and not hypothesis:

Highest
documented
level

0 for
deception

2t03

1to2

2 for the
public

3

Source and caveat

Concealing the role and the
amount; intent to mislead about the
science has not been shown
(Serodio et al., 2020)

Transfer of design knowledge is
documented and the public
statement is not inconsistent
(Schmidt, 2026; full text not read)

Public statement contrary to the
science; not an internal document
(Petticrew et al., 2018)

A National Institutes of Health
working group wrote that the
interactions “apparently
deliberately” biased the scientific
framework (Begley & Joseph,
2018)

Reuters report (Girion, 2018),
through a summary; the company
denies it

The 2019 ruling for investors went
the other way

Kessler ruling (United States v.
Philip Morris USA Inc., 2006); full
text not read

1. Inthe six sectors, Level 3 with a final plea is documented only for Purdue. In the others,
either it is a first-instance court ruling with appeal pending (Meta), or the phrase about
intent is reported only from the plaintiff’s lawyer (glyphosate, where the appeal court
upheld the verdict on causation), or the phrase about intent comes from a review group
and concerns officials (MACH), or there is a document but no intent in it (C8, talc,
Facebook, Coca-Cola).

2. The dominant pattern is Level 1 to 2: the industry knew or concealed, but the source
does not say “it wanted to deceive the public”.
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3. The highest documented level depends on the audience, but we see no consistent pattern

across audiences. For the public, the highest documented level in the main sectors is 2
(opioids, Coca-Cola), in Meta it is 2 to 3 with rulings still in progress, and in Exxon
(comparison) it is 2; only in tobacco (reference) is it 3. For physicians, 3 occurs only in
Purdue (2007); for a regulatory body, 3 occurs only in Purdue (2020) and 2 to 3 in
MACH. That is, wherever Level 3 exists, it comes from a single case with a plea and
not from a difference of audience. With this number of cases one cannot say that
audiences differ systematically.

These patterns belong to the selected cases and do not generalise to other industries.

A2.5 Why the gap does not turn into intent

A document shows “knowing”, and five explanations other than intent to deceive are still
possible:

1.

Genuine scientific dispute. On glyphosate, the International Agency for Research on
Cancer judged it “probably carcinogenic”, and the European Food Safety Authority and
the US Environmental Protection Agency did not (IARC, 2015; EFSA, 2015; EPA,
2017). Benbrook shows that the difference comes from the kind of studies each body
used: of 52 registrant tests that the EPA cited, one was positive, whereas of 52 published
tests of technical glyphosate, 35 were positive (Benbrook, 2019); the author has himself
been an expert witness for plaintiffs in glyphosate litigation. On social media, internal
research on the subgroup of teenage girls is set against an analysis of three datasets with
355,358 people that found a negative but small association and said that digital
technology explains “at most 0.4% of the variation in well-being” (Orben & Przybylski,
2019). So “the company knew” is itself contested here.

An incomplete document or a draft. For example, the 1991 draft statement in C8 and
the Oklahoma documents, whose publication has not been established.

Silence versus a contrary statement. Not publishing internal research is not the same
as stating the opposite. The Facebook documents show the former, and Meta says it did
not regard the finding as “toxic” (Wells et al., 2021).

One unit’s knowledge versus executives’ knowledge. A document from one
employee or laboratory does not prove that senior executives knew (the Purdue ruling,
section A2.1).

The company’s rebuttal. Purdue, Meta, Monsanto and Johnson & Johnson each deny
part of the claim. A rebuttal is not in itself evidence, but where the source gives it we
have reported it.

A2.6 What this section does not say

It does not measure the intent of individuals. It does not measure the intent of a whole industry
either, since the units are specific companies. It does not read the absence of Level 3 as the
absence of intent, because our evidence comes mostly from places where litigation or
disclosure has exposed documents (Saadat, 2026b, section 4.2). And it does not measure the
intent of audiences (physician, patient, consumer); that is the subject of the later sections.

A3. Did people believe? Evidence on the effect on the audience
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The previous section showed that for intent we have, at best, documents and rulings. This
section asks what we have for the audience. The short answer is that in most sectors there is
evidence on what the product or marketing did to people, and almost none on what people came
to believe because of what the industry said. This section asks why.

A3.1 The chain of effect and what each link needs

The effect of an industry statement on the audience has several links: the audience met the
statement (exposure), came to believe something or changed a belief (belief), and changed
behaviour (behaviour). Each link needs its own evidence. An internal document saying that the
company wanted physicians not to worry about addiction shows the intended effect (E1); it
shows neither that the message arrived, nor belief, nor behaviour. We therefore never count an
internal document as an effect. To get from exposure to behaviour, especially to attribute it to
the message itself and not to something else, we need at least one of two things: an experiment
that isolates the message (E4), or an external change that spreads exposure independently of
the audience’s characteristics (E3, with the caveat of section A1.5).

A3.2 Six obstacles to identification

1. Drug launch and deception arrive together. The best design on opioids compares states
that had triplicate prescription programmes with others. Alpert and colleagues showed that
after the launch, the distribution of OxyContin in triplicate states was about 50% lower and
overdose deaths rose more slowly there, and they concluded that the launch and marketing
explain a large part of the deaths (Alpert et al., 2022). This is E3 (supply and marketing). But
the design measures the effect of “supply plus marketing”; it cannot separate the misleading
content from the availability of a new drug. So our best evidence on behaviour does not answer
the question “did the deception have an effect?”; it answers the question “did supply and
marketing have an effect?”.

2. Dependence and price separate behaviour from belief. After the reformulation of
OxyContin in 2010, heroin deaths rose quickly in states where misuse of the drug had
previously been high (Alpert et al., 2018). This is E3 (supply) and shows that behaviour after
a supply cut comes from dependence and substitution. Such behaviour says nothing about
belief. So a fall or rise in behaviour cannot be read as a sign of changed belief, whether before
or after disclosure.

3. Audiences are not alike. In a randomised experiment on climate change (392 people), a
misleading message (the Oregon Petition) slightly lowered average belief in the consensus,
acceptance and attribution, but the text of the paper does not treat these differences as
significant (in the paper’s table 4 the main effect on attribution is reported as significant, so the
paper is inconsistent with itself). Instead, it polarised the audience: strong supporters of the free
market fell on all four measures and weak supporters of the free market tended to rise, and
teaching the technique of “fake experts” neutralised the effect (Cook et al., 2017). This is E4
(message), although its message comes from a non-industry website, and it says two things:
the average effect is small and statistically unstable while subgroups move in opposite
directions, and the effect depends on the audience’s prior commitment. Any single estimate of
“the effect on the public” is therefore misleading. Note that this experiment is a short online
exposure, and one cannot move from it to the accumulated effect of decades of campaigning.
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4. The counterfactual of “no statement” is not seen. To know the effect of a statement we
must know what would have happened if it had not been made. On social media, the expansion
of Facebook across American universities (a difference-in-differences design) worsened
students’ mental health (Braghieri et al., 2022), and a randomised four-week deactivation
before the 2018 midterm elections lowered online activity, raised reported well-being and
reduced news knowledge and polarisation (Allcott et al., 2020). This is E3 (product), with a
randomised design: the designs are strong, but what they isolate is the product, not the effect
of the company’s statements about it. We do not know whether parents’ beliefs or users’
behaviour would have differed if the company had published its internal research. We found
no evidence on this question (E0). And the size of the harm is contested: an analysis of three
datasets with 355,358 people found a negative but small association, “at most 0.4% of the
variation in well-being” (Orben & Przybylski, 2019).

5. Past belief was not measured. To know that the industry built a belief, we must know belief
before and after the campaign. In opioids, the 1980 letter by Porter and Jick was cited 608
times, and 439 citations (72.2%) took it as evidence that addiction is rare, with citations rising
after the launch of OxyContin in 1995 (Leung et al., 2017). This is E2 for belief in the written
literature. For physicians’ own belief there is a national survey of 1010 primary care physicians
in 2014: nearly 90% agreed that some people do not realise how easily they become addicted,
and 46% agreed that pharmaceutical companies promote painkillers without adequate
knowledge of their safety; the authors regard this figure as low given the industry’s role in
1990s promotion and say that physicians may be unaware of those events or may locate the
cause in the individual (Kennedy-Hendricks et al., 2016). This too is E2: one cross-section, a
29.2% completion rate, two decades after the launch, and not attributed to a specific message.
On social media, surveys follow belief in harm: in 2024, 48% of teenagers said that the effect
of social media on people their age is mostly negative (32% in 2022) and 14% said so about
themselves (9% in 2022), and 55% of parents are very concerned about teenagers’ mental
health (Pew Research Center, 2025; 1391 teenagers and parents). This is E2 and, although it
has two time points, it is not about the company’s statements. In chemicals, an online survey
(1100 people) showed that 45% had never heard of PFAS and 32% had heard of it but did not
know what it is (77% in total), and more than 97% did not believe their drinking water
contained it (Berthold et al., 2023). This shows ignorance, but it is one cross-section and is not
attributed to any industry action. The only sector with multi-year tracking is climate, with a
survey running since 2008 (in 2024, with 1013 people: 73% believed warming is happening,
60% thought it mostly human-caused and 21% said there is a great deal of disagreement among
scientists; Leiserowitz et al., 2025). Even that shows belief and not its cause.

6. Exposure is unseen and disclosure is selective. An internal document says a campaign was
planned; it does not say whom it reached. Marketing payments for opioids to physicians have
been counted only for 2013 to 2015: 7.0% of 369,139 opioid prescribers in public drug
insurance received a payment in 2014 (Hadland et al., 2018), and nearly US$40 million of
marketing reached more than 67,500 physicians from August 2013 to December 2015 (Hadland
et al., 2019). This is E2 and says nothing about the 1990s and the launch of OxyContin. In
addition, our sources come from places where litigation or disclosure has exposed documents.
The Oklahoma document collection is incomplete and part of it is drafts (Yakubi et al., 2022a,
2022b). So the sectors with the most documents are the sectors that have been litigated most;
few documents does not mean no action.
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A3.3 What exists in each sector

Sector

Opioids

Social media

Chemicals

Food and
drink

Alcohol

Talc

Climate
(Exxon)

Exposure

E2 (2013 to
2015, all
companies)

Undisputed

(use)

EO

EO

EO

EO

Belief

E2 (written literature; 2014
physician survey)

E2 (belief in harm, 2022 and
2024; not about the company’s
statements)

E2 (awareness of PFAS, one
cross-section)

E4 (sugar-sweetened beverages;
Maani et al., 2022)

E4 (breast cancer and
pregnancy; Maani et al., 2022;
one study with two experiments)
and E2 (awareness of
carcinogenicity)

EO

E4 (message; Maani et al., 2022;
Amazeen et al., 2025) and E2
(tracker since 2008)

18

Behaviour

E3 (supply and
marketing
together)

E3 (product;
one
randomised
design)

EO

EO

EO

EO

Caveat

Content cannot be
separated from
supply; belief is
not attributed to a
specific message

The effect of
statements was not
measured; the size
of the harm is
contested

Not attributed to
any industry
action

One experiment
with genuine
industry excerpts;
the outcome is
certainty about
risk, not
behaviour*

Same caveats;
warning-label
experiments are
not industry
messages and
were not counted

A targeted search
found no public-
awareness survey
on talc; a more
thorough search is
needed

Two experiments
with an industry
message; both
short; belief was
measured, cause
was not



Sector Exposure Belief Behaviour Caveat

Tobacco Not graded | E4 (four randomised Not graded The count comes

(reference) experiments with industry from the post hoc
messages or marketing; Maani screen of abstracts
et al., 2022; Yang et al., 2022; and 1s a lower
Moran et al., 2025; Gratale et bound (section
al., 2019) and E2 (1999 survey A3.4)

on “light” cigarettes)

* A review of reviews showed that reviews of sugar-sweetened beverages whose authors had
conflicts of interest with the food industry were about five times more likely to conclude that
there is no positive association with weight gain (Bes-Rastrollo et al., 2013; read at abstract
level). This is a relation between funding source and conclusion within the research literature,
not a measure of what an audience came to believe as a result of an industry message; so it
does not receive E2 in the “belief” column and is evidence of another kind (bias in the
production of the literature). Opioids differ: Leung et al. (2017) measure how readers used one
specific letter.

On the tobacco row. We filled the belief column in two ways. First, a random-digit telephone
survey of 2120 daily smokers in the United States in September 1999 that measured their
beliefs about “light” and “ultra light” cigarettes (Shiffman et al., 2001; the article page was
read, not the PDF). On average, smokers believed that “light” cigarettes reduce health risk by
about 25% and “ultra light” by about 33%. This is E2: one cross-section, not attributed to an
industry message; the authors link this belief mainly to the experience of smoke mildness and,
less so, to belief about tar, and on the page we read they do not attribute it to industry marketing.
The thematic fit with the court’s corrective statements is evident, since one of the five topics
of the statements is the absence of any health benefit from “light” and “low-tar” cigarettes (U.S.
Department of Justice, 2022). In addition to this survey, the post hoc screen (section Al.4)
found four randomised experiments with the industry’s own message or marketing that
measure belief, risk perception or attitude: Maani and colleagues (2022; genuine industry
excerpts on alternative causes of lung cancer), Yang and colleagues (2022; a risk-reduction
claim for IQOS), Moran and colleagues (2025; a “greenwashed” cigarette advertisement) and
Gratale and colleagues (2019; misleading marketing of “natural” cigarettes, with support for
regulation as the outcome). If marketing elements such as packaging and descriptive wording
are also counted, the count is 12. We read these at abstract level. The count is a lower bound,
because the screen found only two of the six known tobacco studies. The literature on belief in
tobacco is far larger than this, and we have not reviewed it.

A3.4 The hypothesis against this evidence

In section A0 we stated the hypothesis with three claims. This section tests the first claim
against table A3.3 and against a rule that we wrote before seeing the data. The claim was: apart
from climate, in no sector where company conduct is documented at Level 2 or above are there
more than two E4 (message) studies. This claim was rejected. We had seen tobacco before
recording any rule, and the first claim in its original form was rejected with it. On the strictest
reading, tobacco has four studies with industry messages or marketing (twelve with marketing
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elements), and Maani and colleagues (2022) also have experiments for alcohol and sugar-
sweetened beverages. Climate, which was thought to be the exception, has only two studies
(Maani et al., 2022; Amazeen et al., 2025), that is, fewer than tobacco. We also tested another
form of the claim: experiments on industry messages exist where the message is public and
repeatable (tobacco, climate) and do not exist where the message was private or one-to-one
(opioids, talc). We recorded the rule only for this rewritten formulation, and before seeing the
candidates from the non-tobacco sectors (section Al.4): if climate or tobacco had fewer than
three experiments, or opioids or talc more than two, the claim would be falsified. Climate had
two experiments, so the rule announced falsification. Opioids and talc gave zero, which
matches the prediction, but there are two caveats: our screen found between a third (tobacco:
2 of 6) and a half (53%, section A1.3) of the known studies, and the absence of experiments is
not the absence of an effect. So the climate count also rests on the same imperfect screen, and
this falsification is not conclusive. The falsification of the first form (climate is the exception),
however, comes from tobacco and is not sensitive to the screen’s recall. Conclusion: we set the
first claim aside, and two claims remain (section A5.1). We regard “availability of the message”
only as a post hoc, untested explanation and place it on the research agenda (section AS5.4).
Where experiments exist, the outcome is belief and risk perception, and behaviour is not
measured. In the other sectors there is either no evidence on belief or it is not tied to an industry
action: alcohol and PFAS measure belief, and so does physicians’ belief in opioids (all E2).

A3.5 What this section does not say

It does not say that the industry had no effect on the public. It does not say that people were
not deceived. It says that in our search, evidence of the effect of statements on belief exists
only in short experiments in a few sectors, and evidence of an effect on behaviour is almost
absent; and the six obstacles explain this absence, some of them arising from research design
and some from what documents and litigation reveal. “We did not find evidence” is not the
same as “there is no effect”. EO in the tables means “in our search”, and the search itself
captures only part of the sources for these questions (section Al.4). One round of targeted
manual searching showed that this warning is not baseless: two rows that were EO (physicians’
belief in opioids and belief in harm in social media) were filled with surveys that the automated
search had not brought up. Both became E2, and neither is attributed to an industry message;
this shows that the EO count partly reflects search effort: rows that were searched manually
were filled and the others were not. The post hoc screen repeated this: the food and alcohol
rows, which were EO, were filled with experiments that the automated search had not brought
up (section A3.4).

Ad. After disclosure: what the industry did and what people did

The third question is: when a practice was disclosed, what visible consequence followed? The
answer has two sides. The industry side (what the company did) is seen in events that can be
counted: a plea, a ruling, a settlement, market exit. The audience side (what people did) is seen
less. This section keeps the two apart.

A4.1 A disclosure event and a policy event

The first condition is to separate a disclosure event from a policy event. Purdue’s plea in 2007,
the social media court verdicts in 2026 and the leak of the Facebook documents in 2021 are
disclosure events. The Centers for Disease Control and Prevention guideline on opioid
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prescribing in 2016 is a policy event. Only the first kind answers the question “what effect did
disclosure have?”. This separation is built into the D scale (section A1.5): DO is an event only,
D1 a descriptive outcome without comparison, D2 an outcome with comparison but mixed
with policy events, and D3 the effect of disclosure isolated with an appropriate design.

A4.2 The industry side: events exist, effects are few

Opioids. In February 2018 Purdue stopped promoting opioids to physicians and cut more than
half of its sales force, in response to plaintiffs’ demands in the lawsuits (Jay & Perrone, 2018).
This is DO: it is an event, not an effect. There is somewhat more evidence on competitors’
behaviour: after the settlement of Kentucky’s suit against Purdue in December 2015, spending
on food and drink in sales visits to promote OxyContin fell from US$1.5 million in 2014 and
2015 to US$54 thousand in the following two years, and competitors’ spending to promote
rival opioids rose from US$911 thousand to US$2.4 million (an increase of 160%), to the same
physicians and to OxyContin prescribers, even in counties with severe epidemics. The authors
say that this increase is not explained by targeting physicians who prescribe more expensive
drugs, branded drugs or more opioids (Tan & West, 2023; the journal abstract and two
university and journal reports were read, not the full text). This is D2: two groups of companies
are compared before and after the settlement, and physician characteristics and epidemic
severity are controlled, but it is not separated from simultaneous events. The measure is only
food and drink spending in visits, not total promotion, and not prescriptions or market share.
So what it shows is this: one company’s settlement did not reduce competitors’ promotion and,
on this measure, increased it. Whether competitors took Purdue’s prescriptions has not been
measured.

Chemicals. In July 2021 Bayer announced that it would end sales of Roundup for lawn and
garden use in the United States by January 2023 and replace glyphosate with another substance.
The Environmental Working Group (EWG) writes that Bayer had inherited about 125,000
claims and had settled all but about 30,000 of them, and describes the move as an attempt to
protect the company from litigation (EWG, 2021). EWG is an advocacy source, and Bayer’s
reason is not quoted in it. This is DO.

Talc. Johnson & Johnson stopped selling talc-based baby powder in the United States and
Canada. According to Reuters (2018), the product made US$420 million of the company’s
US§76.5 billion revenue. Exit is cheap for a company when the product’s share is small. DO.

Note. The company itself carries out all three events, and all three may relate to litigation or
financial considerations. We do not read “exit” as a sign of acceptance.

A4.3 The audience side: what exists

Opioids. Gallup (September 2019, 1525 people): 27% of the public had a positive view and
58% a negative view of the pharmaceutical industry, a net negative of 31, ranked last of 25
industries and the lowest since 2001; Gallup does not attribute this to opioids alone (McCarthy,
2019). AP-NORC survey (April 2019, 1108 people): 70% of those with personal experience of
addiction and 59% of others considered pharmaceutical companies “very responsible” (AP-
NORGC, 2019). This is D1: a single time point, without comparison, and it measures “blame”,
not “trust”. There is also the prescribing trend: according to the Centers for Disease Control
and Prevention, the prescribing rate peaked in 2010 to 2012 and has fallen since 2012. After
the Centers’ 2016 guideline, days’ supply were 4.7% lower than projected in the first year and
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9.8% lower in the second (Goldstick et al., 2021). This is D2 and is a policy event, not an
industry disclosure; state laws and prescription monitoring were simultaneous.

Social media. After the Cambridge Analytica scandal in March 2018, according to Pew
(Perrin, 2018; 3413 Facebook users, margin of error 2.8 points, as cited in a news report), 54%
of Facebook users had changed their privacy settings, 42% had stopped using the platform for
several weeks or more and 26% had deleted the app. A study of 380 Facebook users (Schlackl
et al., 2025; abstract and publisher’s page read, not the full text) compared users whom
Facebook’s official notification identified as actual victims of the data breach with users who
only might have been affected. Victims initially reacted more strongly in intention to continue
use, trust and sense of violation, but the effects were small and heterogeneous. At the six-month
follow-up (183 people) these differences had disappeared. A pre-registered scenario
experiment (653 people) shows that when leaving is costly, cognitive dissonance keeps
victims’ attitudes more favourable. This is D2 and not D3, for two reasons. First, both groups
were exposed to news of the scandal; the design isolates the effect of “being a victim” and not
the effect of disclosure itself. Second, the event is a data breach and not the disclosure of
deceptive conduct about harm; so this case lies outside the main concept of the paper and only
shows what can be seen with a comparison group. Half the sample was lost by the follow-up.
After the publication of the Facebook documents in September 2021, Facebook’s daily users
reached 1.929 billion in the fourth quarter of 2021, from 1.93 billion in the third quarter, the
first quarterly decline in the company’s history; company executives named competition for
people’s time (including TikTok) and pressure on advertising sales as the cause of slower
growth (Hayes, 2022; a news report with the Associated Press, not a company statement). DO
to D1, with a single quarter and no comparison group. And the Pew series shows that belief in
the harm of social media among teenagers rose from 2022 to 2024 (from 32% to 48% for people
their age); this increase occurred after the 2021 disclosures, but has not been attributed to them,
and other reasons (for example, public debate about mental health) cannot be excluded.

Chemicals. After the verdicts or the International Agency for Research on Cancer’s
classification in 2015, we found no study on glyphosate consumers’ behaviour (D0). PFAS,
apart from the 2023 awareness survey mentioned earlier, has nothing in the after-disclosure
section.

Climate. Survey experiments in the United States, India and South Africa found “surprisingly
little evidence” that information about fossil-fuel divestment raises support for climate policy
(Schwartz et al., 2024). This is an experimental design, but it concerns information about
divestment, not disclosure of industry conduct. We found nothing on the effect of Exxon’s
disclosures (the 2015 reports and the lawsuits) on public opinion (DO0).

A4.4 Tobacco: a natural experiment whose outcome was not measured

The 2006 Kessler ruling required corrective statements on five topics (addiction, health effects,
secondhand smoke, nicotine manipulation, and “light” and “low-tar” cigarettes), and their text
was set through subsequent court orders. The final order of December 2022 took effect on 1
July 2023, and the companies had three months to get retailers to display them (U.S.
Department of Justice, 2022; the list of five topics and the dates were taken from the
Department of Justice notice; we have not read the text of the 2006 ruling). This is the most
natural experiment for the effect of formal disclosure on belief: a mandated exposure with a
fixed date. In our search no outcome study for the disclosure event appeared. There are
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experiments that test the corrective messages themselves or similar messages: Smith and
colleagues (2011), in a randomised experiment with 239 smokers, tested five versions of a
corrective statement; knowledge and misperceptions improved but returned to baseline within
a week. Villanti and colleagues (2025), in a randomised experiment with 794 people, tested
corrective messages about nicotine; misperceptions fell and there was almost no effect on
intention and use (these messages are public health messages, not the text of the court ruling).
These are tests of the message, not tests of the disclosure event, so they are not D3. The
advertising experiment of Tangari and colleagues (2010), which was precisely about these
statements, is recorded as “withdrawn” on the publisher’s page and we do not use it. There is
a registered clinical trial to test the statements (identifier NCT01282008), of which we have
seen only the registration and not the result. So evidence on the outcome of the tobacco
corrective statements either does not exist or we did not find it.

A4.5 Why “behaviour did not change” does not mean “they did not care”

In sections A4.2 and A4.3 we saw that after disclosure most series are either D1 or DO. When
behaviour (for example, use of Facebook) did not change, five explanations other than
indifference are possible:

1. Dependence and switching cost. A user or patient cannot easily leave (section A3.2,
obstacle 2). After 2010 we saw that behaviour follows supply.

2. Whether the news arrived. We do not know whom the news reached.

3. Simultaneous policies. In opioids, the guideline, laws and prescription monitoring
arrived together (Goldstick et al., 2021).

4. Data held by the company. The best behavioural series for Facebook is the company’s
own daily users.

5. The size of belief and behaviour. In Schlackl and colleagues’ study, attitudes first fell
and then returned, and the cost of leaving can keep attitudes favourable; attitude and
staying on the platform move separately.

A4.6 What this section does not say

It does not say that disclosure has no effect. It says that in our search we found no event study
of the disclosure of industry conduct (other than the industry’s own conduct), and that the
outcomes are either single time points or mixed. And it does not say that a company’s exit or
settlement is an admission.

AS. Discussion
AS.1 The two-sides-of-a-coin hypothesis, with this paper’s evidence

We have called the hypothesis a hypothesis from the beginning, and with the evidence of
sections A2 to A4 we can now state it more precisely. It had three claims. The first claim was
rejected (section A3.4). The other two remain; our evidence is consistent with them and does
not test them.

Claim 1, asymmetry (rejected). Apart from climate, in no sector where company conduct is
documented at Level 2 or above are there more than two E4 (message) studies. Tobacco has
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four studies (twelve with marketing elements), alcohol and sugar-sweetened beverages at least
one each (Maani et al., 2022), and climate only two. So the claim as written is false. What
remains is description: experiments on industry messages exist in a few sectors, and their
outcome is belief and risk perception, not behaviour. “It is hard to know” has two meanings: it
is hard because there is no suitable design, or because we have not yet measured. The present
evidence does not distinguish between the two. All we know is that designs have been built in
tobacco, climate and a few other sectors, so the inherent nature of the shortage in the rest has
not been shown.

Claim 2, heterogeneity. The effect of an industry message on the audience is not uniform and
depends on prior commitment. We have two experiments (Cook et al., 2017; Maani et al., 2022;
section A3.2). Cook’s message is not an industry message (a non-industry doubt-making
argument); for “industry message” only Maani remains, so the evidence is thin. The first shows
a stable mean and subgroups moving in opposite directions; the second finds the effect stronger
in the less knowledgeable and weaker in the more knowledgeable. Both are short online
exposures.

Claim 3, after disclosure. A consequence of formal disclosure for the company (plea, ruling,
settlement or market exit) is visible. A consequence for the audience, in a design that isolates
the effect of disclosure itself (D3), does not exist in our sectors. The corrective-message
experiments in tobacco (Smith et al., 2011; Villanti et al., 2025) test the message, not the
disclosure event. Note: disclosure and settlement reach the company and do not necessarily
reach promotion in the market; Tan and West (2023) show that after the Kentucky settlement,
competitors’ promotion spending on Purdue’s same physicians rose (one study, only food and
drink spending in visits; full text not read).

Three falsifiers; the first has been realised.

1. Realised: tobacco has four E4 (message) studies, alcohol and sugar-sweetened
beverages one, and climate only two (section A3.4).

2. More experiments showing a uniform effect of an industry message on audiences with
different prior commitments. Our two experiments show the opposite.

3. D3-type event research on formal disclosure that shows an audience outcome as readily
as a company outcome. The tobacco corrective statements are the most natural test
(section A4.4). If outcome research on them is found and shows a clear effect, Claim 3
1s weakened.

What we have gathered does not test the two remaining claims; it is consistent with them. And
our consistency rests on our own search: if the search is incomplete, “there is no evidence” may
mean “we did not find the evidence” (sections A1.4 and A3.5).

AS.2 Answers by audience

One industry action has a separate answer for each audience. From this paper’s evidence:
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Audience What exists Lesson

Regulator Purdue pleaded guilty in 2020 to Intent to deceive the regulator is
deceiving the Drug Enforcement documented by a plea, but it says nothing
Administration (U.S. Department of about patients

Justice, 2020)

Physician 2007 ruling on misleading labelling; 2014 | Intent towards physicians is documented;
physician survey (Kennedy-Hendricks et | physicians’ belief has been measured but
al., 2016) not attributed to a message

Investor In 2019 a New York court did not find The legal answer changes with the
that Exxon had misled investors (CNBC, | audience and the standard
2019)

Public Analysis of 187 Exxon documents; belief | Here the gap between knowing and
experiments (Supran & Oreskes, 2017; saying exists, and an effect on belief does
Cook et al., 2017) not, or is heterogeneous

This table is not an interpretation; it is a summary. If we apply evidence about one audience to
another (for example, a plea about the regulator applied to the public), we have made an error.

AS5.3 Borderline cases

Vaccines. The tables do not include vaccines, and we give them only a paragraph, because
their structure differs from that of an industry. The 1998 Lancet paper linking the triple vaccine
to autism was retracted on 2 February 2010, after the UK General Medical Council’s ruling of
28 January 2010; the council found the lead author guilty of dishonesty and of breaching ethical
protocol, and said he had subjected children to invasive procedures without clinical need, and
The Lancet said that several claims in the paper, including “consecutive referral” and “ethics
committee approval”, were false (Dyer, 2010). This is a disclosure and retraction event, and
the author is a researcher, not an industry. So the intent ladder may be applicable here too, but
not in the form used for industry; we have not tested this. We have not obtained a verified
source on its effect on public belief and behaviour, and we make no claim. For vaccines to
enter the tables, a separate search is needed: vaccines have a non-industry actor and belief and
behaviour may move separately.

Positive thinking. As stated in the previous paper, it stays outside the tables (Saadat, 2026b).
AS5.4 Research agenda

1. A complete count of experiments on industry messages. Our screen was post hoc
and found between a third and a half (section A1.4). A systematic review with a second
coder, across all sectors, would confirm or correct the count in section A3.4.

2. A belief tracker for every sector. Climate has one (Leiserowitz et al., 2025) and the
others do not. A simple annual tracker with questions about belief in specific industry
claims would close the gap.
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. Event studies around disclosure. For 2007 and 2019 to 2020 (opioids), 2021 (social

media) and 2006 (tobacco) we found no such research. Stock-market data and earlier
surveys make it possible.

Tobacco corrective statements. This is a mandated exposure with a fixed date. An
outcome evaluation with a comparison group would test falsifier 3.

Separating content from supply. Designs that separate “misleading advertising” from
“availability” (for example, a legal change in a label with supply unchanged) would
open obstacle 1 of section A3.2.

Experiments on prior commitment. Adding more experiments with different
audiences to the climate literature, and extending them to another sector.

Access to company data. The best behavioural series for social media is held by the
company (section A4.5). Requiring its release for research is a policy instrument, and
we do not propose it; we only note it.

Testing the “availability of the message”. This is a post hoc proposal: experiments
on industry messages exist where the message is public and repeatable. Testing it needs
a pre-registered design that divides sectors, before counting and by an independent rule,
into public and private messages.

AS.5 Limitations

One coder. One person did the grading, and there has been no retest with a second
coder. The rules are explicit so that someone else can check (section A1.5).

Search. Only one database and in English; we wrote the seed sources from memory
and the hold-out group is not clean; and the keyword screen kept only 3 of 13 seeds in
the top band. Of known sources outside the seeds, 8 of 15 were recovered (53%, section
A1.3). We do not claim precision or recall for the whole literature (sections A1.3 and
Al1.4). For several EO rows we also did a targeted manual search, which filled two rows;
this shows that EO in the tables means “in our search”. The post hoc screen (section
Al.4) filled two further rows, food and alcohol.

Search ceiling. 14% of the queries (24 of 175) still hit the ceiling of 1000 works, and
only the most-cited were kept; EO in recent areas (especially social media, 2025 to
2026) must be read with this caveat.

Tobacco. The count of tobacco experiments comes from a post hoc screen at abstract
level and is a lower bound, because the screen found only two of the six known studies.
The literature on belief in tobacco is far larger and has not been reviewed.

Depth of reading. We read many sources at page or abstract level, not in full text. Items
not read appear with the label “not read” in the tables of the relevant sections or in the
text, and are listed here: the text of the 2006 Kessler ruling; the form of the New Mexico
jury verdict (the court’s final judgment upholds 75,000 violations but does not
reproduce the form; “knowing” comes from a news report); the full text of Schmidt
(2026); the full text of Schlackl et al. (2025) (abstract and publisher’s page only); and
Tan and West (2023) (from the journal notice). Maani and colleagues (2022) and Cook
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and colleagues (2017) were read at article-page level; full text was read only for
Amazeen and colleagues (2025).

Secondary sources. We have taken court rulings sometimes from news and sometimes
from legal summaries. Several rulings (Meta, glyphosate) are at first instance or under
appeal and may change.

Case selection. The six sectors are not a random sample of industries. The patterns in
section A2.4 belong to these cases.

Legal standard versus scientific standard. Every ruling answers a legal question
(section A2.1), which is not the same as the scientific question.

The E and D scales were built for this paper and have not been tested elsewhere.

Date. Sources were consulted up to 2 November 2026. Forthcoming events (appeals,
new research) may change the picture.
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